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Abstract

Decentralized autonomous organizations (DAOs) increasingly require principled governance
design rather than ad-hoc parameter choices. The leading cybernetic lens applied to DAOs is
Sta�ord Beer's Viable System Model (VSM), recently mapped to decentralized organizations by
BlockScience (Zargham, Nabben). We propose a distinct cybernetic grounding drawn from the
Soviet/Russian school of homeostatics (Gorsky) and Anokhin's theory of functional systems.
We decompose governance into three coupled control circuits � a main steady-state circuit,
an adaptive circuit, and a protective self-compensation circuit � and show that this tripartite
model is a simpler, implementable subset of VSM's �ve subsystems with di�erent coupling as-
sumptions. We map the three circuits onto concrete on-chain mechanisms (Ethereum's slashing
and inactivity-leak as negative feedback; dual-governance and circuit breakers as the protec-
tive circuit) and use the model to predict governance failure modes, which we compare against
observed DAO crises. We additionally sketch a computable governance-stability score derived
from a typed actor-relation matrix (developed in companion work), and exhibit the three circuits
as executable guards in a dependency-free multi-agent consensus protocol (claude-consensus)
o�ered as a reference implementation beyond the on-chain setting.

1 Introduction

DAO governance research has matured from �tokens vote� toward control-theoretic and institu-
tional framings. Beer's VSM � operations, coordination, control, intelligence, identity (S1�S5) �
has been the dominant cybernetic import, notably through BlockScience's �Applying VSM to De-
centralized Organization� and �Aligning `Decentralized Autonomous Organization' to Precedents in
Cybernetics� [2]. We do not contest VSM's value; we o�er a parallel lineage that is largely absent
from English-language blockchain scholarship and yields a more compact, directly implementable
model with explicit failure-mode predictions.

2 Background: two cybernetic lineages

� Western (Wiener → Ashby → Beer): feedback control, requisite variety, VSM's �ve
recursive subsystems [1].

� Soviet/Russian (Gorsky homeostatics; Anokhin functional systems): systems main-
taining vital parameters within admissible bounds via antagonistic (contradiction) regulation,
with explicit main / adaptive / protective control circuits and a ��eld of diversity� principle
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(more response options ⇒ �ner regulation) [3, 4]. This lineage developed a rich vocabulary of
stability under managed contradiction that has not been transferred to DAO design.

3 The three-circuit homeostatic governance model

We model a DAO's governance as three coupled circuits:

1. Main circuit (steady-state): routine parameter operation within admissible bounds (e.g.,
fee/rate setting, treasury allocation under normal conditions).

2. Adaptive circuit: adjusts the admissible bounds and policies in response to environmental
change (market regime, participation shifts) � the locus of �learning.�

3. Protective circuit (self-compensation): detects departure from viability and intervenes
(emergency pause, quorum escalation, delegated guardian action), restoring the main circuit.

Crucially, the three circuits are antagonistically regulated: adaptive �exibility is checked by
protective conservatism, preventing both rigidity and runaway adaptation. This is the homeostatic
�contradiction regulation� principle, and it di�ers from VSM's recursion in being a �at, three-way
coupling that is straightforward to encode in smart contracts.

4 Mapping to on-chain mechanisms

� Negative feedback / main circuit: Ethereum's post-Merge slashing and inactivity leak
penalize misbehaving/o�ine validators to restore �nality � a deployed homeostatic loop [5].

� Adaptive circuit: governance-controlled parameter updates (e.g., rate models), gauges, and
meta-governance.

� Protective circuit: dual governance (e.g., a stETH-holder veto/circuit-breaker over LDO
decisions [6]), guardian/timelock vetoes, and emergency pauses � explicit self-compensation.

This mapping is descriptive evidence that production systems already instantiate the three
circuits implicitly; the model makes them explicit and designable.

5 Mapping to agent-swarmmechanisms (reference implementation)

The same three-circuit decomposition governs not only on-chain organizations but any decentralized
system of autonomous actors that must decide and act without a central controller. A multi-machine
swarm of LLM agents is such a system, and it lets us exhibit the model in code rather than by
analogy. We take as a reference implementation claude-consensus (MIT license; Palo Alto AI
Research Lab) [9], a stdlib-only protocol under which several independent agents, each on its own
machine, negotiate a shared decision over an append-only single-writer log and then commit it. Its
live mechanisms map onto the three circuits directly:

� Main circuit (steady-state): the routine propose → counter → accept → commit loop,
operating within admissible bounds � a bounded round count, per-tick timeouts, and per-
machine single-writer shards. This is the swarm's normal-condition parameter operation, the
analogue of �3's steady-state circuit.
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� Adaptive circuit: bounded-round �disagree-and-commit� leader resolution and capability-
based addressing (routing a task to whichever node can serve it) adjust the operating policy
in response to persistent disagreement or shifting participation � the swarm's locus of adap-
tation, exactly the �3 adaptive circuit.

� Protective circuit (self-compensation): a deterministic risk-tier tripwire that force-
escalates any action mislabeled below its true risk, halts autonomous commitment, and diverts
it to a separate human-alert channel ; together with split-brain detection, an independent-verify
step guarded against rubber-stamping, and an acknowledgement watchdog with an SLA. These
detect departure from viability and intervene to restore the main circuit � the �3 protective
circuit, instantiated at three independent enforcement points.

Crucially, the swarm exhibits the model's central claim� antagonistic (contradiction) regu-
lation. The adaptive circuit's imperative to keep moving (�disagree-and-commit� rather than stall)
is checked by the protective circuit's conservatism (the tripwire and human gate), so the system
resists both rigidity (deadlock, endless deliberation) and runaway adaptation (unsafe autonomous
action). This is the same �at, three-way coupling proposed in �3, now realized as executable guards
rather than as an interpretive reading of deployed contracts. It also con�rms the �6 phase-transition
heuristic constructively: the protective gate is wired to �re precisely on the highest-risk (irreversible,
outward-facing) actions � the swarm's critical points � hardening the protective circuit exactly
where the theory says fragility concentrates.

We stress the epistemic status: claude-consensus is a reference implementation that
makes the three circuits designable and inspectable, not a proof of the theory's correct-
ness. It shows the model is compact enough to encode in dependency-free code and general enough
to leave the on-chain setting; empirical evaluation of whether the three-circuit discipline measurably
improves swarm stability (versus ablated variants) is future work, and the protocol's deterministic
self-checks are the natural substrate for those evals.

6 Failure-mode predictions

The model predicts characteristic failures when a circuit is missing or mis-coupled:

� No protective circuit⇒ governance capture / drain at a single proposal (observed in several
exploit-via-governance incidents).

� Over-strong adaptive circuit ⇒ parameter thrash and instability.

� Phase-transition fragility: per the homeostatic �minimum intervention at the critical point�
law, governance is maximally vulnerable at transitions (forks, token launches, liquidity crises)
where a minimal coordinated action can �ip system state. This yields a concrete security
heuristic: harden the protective circuit speci�cally around phase transitions.

7 A computable stability score (companion)

We outline (and develop in companion work) a governance-stability score S computed from a typed
pairwise actor-relation matrix R (ally / partner / competitor / con�ict / neutral), mapping the
distribution of relation-type combinations to a scalar via a calibrated weight function, in the spirit
of structural balance theory [7, 8]. S can be emitted on-chain and trigger protective-circuit actions
when below threshold.
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8 Discussion and limitations

The three-circuit model is a simpli�cation relative to VSM and inherits VSM's general critique
(mapping is interpretive). Its value is (i) implementability � demonstrated beyond DAOs by the
claude-consensus agent-swarm reference implementation (�5), where the three circuits appear as
executable guards; (ii) the importation of the Gorsky/Anokhin contradiction-regulation lineage;
and (iii) testable failure-mode predictions. Limitations: the on-chain mappings are illustrative, not
exhaustive; empirical validation against a labeled corpus of DAO governance incidents is future
work; the stability score requires its own validation.

9 Conclusion

We o�er homeostatic (Gorsky�Anokhin) governance as a compact, implementable, prediction-
bearing alternative to VSM for DAOs, grounded in a cybernetic lineage new to the �eld.
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